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GTC series kicks off to sold‑out developer crowds; GPU computing
platform has reached critical mass
Our series of GPU Technology Conferences (GTC) is integral to our strategy of building the leading
accelerated computing platform for the era of AI. We kicked off our global tour with our ﬂagship
conference in San Jose on March 26-29, and took it to Taiwan on May 30-31. GTC San Jose was the
biggest yet, with nearly 8,500 registered attendees - up 18% from last year, and up 3.5X in ﬁve years.
We also had record attendance in Taiwan with a sellout crowd of more than 2,400 registrants. Next
stop: Japan on September 13-14.
You can view on-demand videos of hundreds of GTC sessions on the most important topics in
computing today, including AI/deep learning, high performance computing (HPC), virtual reality, selfdriving cars, robotics, and much more online.
Our computing platform has reached critical mass. It accelerates over 550 HPC and AI apps, and is
850,000 developers strong. We stand before big opportunities in some of the largest markets in the
world, including HPC, AI, gaming, entertainment, transportation, and healthcare.

Bigger, faster, smarter: our deep learning
computing platform gets a 10X boost
At GTC San Jose, we announced three key advancements to
NVIDIA’s deep learning computing platform: 1) a 2x memory
boost for Tesla V100 32GB, the latest edition of our
reinvented Tensor Core GPU that fuses AI and HPC
capabilities into a single processor, 2) a new GPU
interconnect fabric called NVSwitch, which enables up to 16
Tesla V100 GPUs to simultaneously communicate at a speed
of 2.4 terabytes per second, or 5x faster than a PCIe switch,
and 3) an updated, fully optimized software stack.
Incorporating these advancements, our new DGX-2 server
has boosted the performance of its predecessor by 10X in
less than a year. And it delivers better value, at a price of
$399K compared to the DGX at $149K. DGX is already big
business for NVIDIA, annualizing in the hundreds of
millions.
At GTC Taiwan, we also made the above advancements
available in the HGX-2, a multi-precision cloud server fusing
AI and HPC capabilities into a single platform that OEM and
ODM partners can quickly deploy in their own server
designs. HGX-2 accelerates and broadens the reach of our
GPU computing platform in the marketplace.
Our software stack, from CUDA through our training and
inference SDKs, to our work with the developer community
to accelerate their applications, is a key part of our strategy.
It is the reason we can achieve such dramatic performance
gains in such a short period of time. At GTC Taiwan, we
revealed ﬁve speed records for AI training and inference.
The velocity of our product introductions and their steep
performance curve serve to address a large and rapidly
growing market. At our recent Investor Day, we updated the
estimate for our datacenter TAM at $50B by 2023, up from
$30B by 2020 as outlined last year. This spans across High
Performance Computing ($10B), Hyperscale and Consumer
Internet ($20B), and Cloud Computing & Vertical Industries
($20B). Our datacenter business is already approaching a
$3 billion revenue runrate, growing 71% yoy to $701 million
in the ﬁrst ﬁscal quarter.

New TensorRT 4 software expands the
reach of NVIDIA’s AI inference platform
Deep learning inference workloads are growing rapidly in
the world's hyperscale datacenters. We are now addressing
a much larger proportion of them, thanks to the new
TensorRT 4 inference accelerator software. While prior
versions of TensorRT optimized image and video-related
workloads, TRT4 expands the aperture to include many
more use cases such as speech recognition, speech
synthesis, translation, and recommendation systems. In
addition, we optimized the world’s leading speech
framework, Kaldi, to achieve faster performance on GPUs.
NVIDIA and Google engineers have integrated TensorRT into
TensorFlow, making it easier to run AI inference on our
GPUs. NVIDIA engineers have also worked closely with
Amazon, Facebook and Microsoft to ensure frameworks
such as Caffe 2, Chainer, CNTK, MXNet and Pytorch can
easily deploy on our inference platform. In addition, we
announced GPU acceleration for Kubernetes to facilitate
enterprise inference deployment on multi-cloud GPU
clusters. Our inference business is getting traction, with
shipments to cloud service providers more than doubling in
the ﬁrst quarter compared to the prior quarter, and a
growing pipeline ahead.

DRIVE Constellation accelerates path to
100 million autonomous vehicles per year;
safety is first
At GTC San Jose we announced NVIDIA DRIVE
Constellation, a computing platform for testing autonomous
vehicles (AV) through virtual reality simulations. Here is the
challenge: before an AV can enter production, it needs to be
tested and validated on billions of driving miles to achieve
the needed safety and reliability. Driving that many miles in
the real world is not practical because of the time and cost
required. Moreover, it is difﬁcult to test for all corner cases
(e.g. how do you drive an AV in a thousand blizzards to test
that it knows how to drive in a blizzard?). We address this
challenge with DRIVE Constellation.
DRIVE Constellation consists of two servers. The ﬁrst one
simulates a driving environment in virtual reality and
streams data as if coming from the AV’s sensors, such as
cameras, LIDAR and radar. The second contains an NVIDIA
DRIVE Pegasus AV computer that processes the simulated
data as if it were coming from the real world. This is the
exact same computer that we are bringing to market for
powering AVs. DRIVE Constellation will be available to early
access partners in the third quarter of 2018.
At our Investor Day, we outlined our expectation of a $60B
TAM for AV systems by 2035; we believe one day every
vehicle will be autonomous. Safety is our primary focus for
autonomous vehicles, and we designed safety into the
NVIDIA DRIVE platform from the ground up. As we
discussed in a recent blog, with our platform, the auto
industry can achieve the highest functional safety rating:
ASIL-D. Indeed, we have brought to market the industry’s
highest AV processing power not for speed, but for safety.

NVIDIA RTX ray tracing: the biggest leap in
computer graphics in 15 years
At the Game Developers Conference in March, we
announced NVIDIA RTX, a ray tracing technology that brings
real-time, cinematic-quality rendering to content creators
and game developers. Ray tracing is a movie-quality
rendering technique that can deliver lifelike lighting,
reﬂections, and shadows, offering a level of realism far

beyond that of traditional techniques such as rasterization.
It does that by performing optical calculations that replicate
the way light behaves in the real world.
Ray tracing is extremely computationally intensive and has
not been used in real-time graphics until now. After a
decade of work in computer graphics algorithms and GPU
architectures, NVIDIA is now bringing real-time ray tracing
to developers for the ﬁrst time. This is the greatest
breakthrough in the graphics industry in the past 15 years.
We look forward to seeing games and other interactive
experiences that take advantage of this technology come to
market later this year.
The NVIDIA RTX ray tracing engine currently runs on NVIDIA
Volta architecture GPUs and will be available in future
architectures. We expect RTX, as well as other new
technologies like 4K and virtual reality, to continue driving
up the requirements for gaming GPU performance.

Quadro GV100 GPU with RTX can bring
GPU ray tracing to 25 million content
creators
In our Professional Visualization (“ProVis”) business,
NVIDIA announced the Quadro GV100 GPU which also
includes RTX technology, making computationally intensive
ray tracing possible in real time for professional design and
content creation applications. This allows artists and
designers to see and interact with their creations with
correct light and shadows, and do complex renders up to
10x faster than a CPU alone. As a result, customers can
replace racks of x86 servers in traditional render farms with
GPU servers at 1/5 the cost, 1/7 the space, and 1/7 the
power. There are more than 25 million content creators in
the world across ﬁelds ranging from moviemaking to
architecture to industrial design.

Growing our home
We are starting construction on Voyager, the newest building in our Santa Clara headquarters
campus. Voyager will be a 750,000 sq. ft. building adjacent to Endeavor, our 500,000 sq. ft. building
completed in late 2017. We expect to complete it in about 3.5 years. The design is still being ﬁnalized
but will complement Endeavor. Here’s a sneak peak:

Notable Links
NVIDIA blog: Volta Tensor Core GPU Achieves New AI Performance Milestones
NVIDIA blog: What's the Difference Between Ray Tracing and Rasterization?
NVIDIA blog: DRIVE Xavier Gets Approval from Top Safety Experts
NVIDIA blog: HGX-2 Fuses HPC and AI Architectures
Forbes: Is NVIDIA Unstoppable In AI?
TechCrunch: This is the ﬁrst look at Nvidia’s wild new 750,000 sq ft building
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